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Abstract—This paper will discuss speculation vulnerabil-
ities, which arise from hardware speculation, an optimiza-
tion technique. Unlike many other types of vulnerabilities,
these are very difficult to patch completely, and there are
techniques developed to mitigate them. We will look at
many of the variants of this type of vulnerability. We will
look at the techniques mitigating those vulnerabilities and
the effectiveness and scope of each. Finally, we will compare
and evaluate different vulnerabilities and mitigation tech-
niques and recommend how various mitigation techniques
apply to different situations.

I. INTRODUCTION

Some CPUs today are affected by certain attacks re-
lated to hardware speculation. Modern CPUs use pipelin-
ing to increase performance, which involves overlapping
the stages of successive instructions. However, the CPU
often doesn’t have the necessary information to carry the
next instruction through the pipeline. For example, if the
current instruction is a conditional branch instruction,
the CPU likely won’t know which instruction comes
next. Therefore, when a CPU encounters a conditional
instruction, it sometimes predicts the result and begins
processing instructions that it expects will come next,
and as a result, may expose information that is supposed
to be protected [1].

While the effects of speculation cannot be seen from
the architectural state, covert channels can be used
to obtain information accessed during speculation [2].
Unfortunately, hardware vendors may not fix all such
vulnerabilities, so it is crucial to create patches that
protect against such attacks [1].

The paper is organized as follows. In Section II, we
will look at what kinds of vulnerabilities arise from
speculation. In Section III, we will look at many different
techniques for mitigating some of the vulnerabilities.
In addition to exploring various mitigation strategies,
we will be comparing them in Section IV and recom-
mending how to apply different techniques to different
situations in Section V.
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II. VULNERABILITIES

Johnson and Davies give 10 different speculation
vulnerabilities: Spectre variants 1, 2, 3a, and 4, Branch-
scope, Meltdown, three variants of Foreshadow, and
SgxPectre [3]. Five additional vulnerabilities are refer-
enced in [4]: Spectre-NG, Spectre v1.1, Spectre v1.2,
Spectre v5, and NetSpectre. Described below are these
and other related vulnerabilities. Also, see Figure 1 for a
visual representation of the relationships between these
vulnerabilities.

A. Bounds Check Bypass

Spectre v1, also called bounds check bypass, occurs
when memory is speculatively accessed out of bounds
[3]. For example, a mispredicted bound check may cause
a read out of bounds. If confidential data is read, and
the value is then used as the index to another array, that
element of the second array may be cached, resulting
in a detectable difference in the element’s access time.
Such difference can infer the secret data [5].

1) Bounds Check Bypass Store: Spectre v1.1, also
called bounds check bypass store [4], involves exploiting
an out-of-bounds write (as opposed to a read in Spectre
v1) to leak information [5]._________________________________________________________________________
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2) Read-Only Protection Bypass: Spectre v1.2, also
called read-only protection bypass [4], is an attack that is
similar to Spectre v1 and allows the attacker to overwrite
read-only data [5].

3) Remote Bounds Check Bypass: NetSpectre, also
called remote bounds check bypass [4], is an attack based
on Spectre v1 that can be performed over the network.
It involves exploiting both a leak gadget and a transmit
gadget. The authors show that AVX2 can be used as a
side-channel to leak 60 bits per hour [6].

B. Branch Target Injection

Spectre v2, also called branch target injection [3],
involves “training” indirect branch predictors so that an
attacker can cause certain code to be executed specula-
tively [7]. Assume that a secret value is stored in some
register. If the attacker can cause an indirect branch to
speculatively jump to a portion of code that reads this
register, they may leak the secret through a side-channel
[8].

1) SgxPectre: SgxPectre [9] is an attack involving
Intel Software Guard eXtensions (SGX), based on Spec-
tre v2. It poisons the branch target buffer and exploits
gadgets to leak information through the cache. The
authors show that Intel SGX SDK is vulnerable and
conclude that any enclave program written with it is also
vulnerable. They claim that indirect branch restricted
speculation (IBRS) mitigates the vulnerability [9].

2) SMoTherSpectre: SMoTherSpectre relies on
SMoTher, a vulnerability that exploits port contention.
In the paper, SMoTherSpectre uses branch target
injection to cause the victim to execute a conditional
instruction that depends on some data and then uses
SMoTher to determine which code section to execute.
SMoTherSpectre can be mitigated by addressing the
speculation artifact it relies on, e.g., branch target
injection [10].

C. Speculative Store Bypass

Spectre v4, also called speculative store bypass [3],
involves memory disambiguation predictors, which spec-
ulatively executes load instructions before potentially
conflicting store instructions, which could leak informa-
tion through a side-channel [7].

D. Spectre v5

Spectre v5 includes Ret2Spec and SpecRSB [4], both
involving the return stack buffer (RSB) [11] [12].

1) SpectreRSB: Mis-speculation can occur if the soft-
ware stack does not match the return stack buffer (RSB).
In an example of SpectreRSB given by the authors, the
attacker calls a function that pops from the stack. As a
result, the stack and the RSB differ, and mis-speculation
results. During this mis-speculation, a secret value is

read, and then once execution continues on the correct
path, the value is leaked through a cache side-channel
[11].

2) ret2spec: The authors of ret2spec describe an
attack in which the attacker adds addresses of code
gadgets to the RSB and then causes a context switch
to the victim process [12].

E. Lazy FP State Restore

Spectre-NG, also called lazy fp state restore [4], is a
vulnerability that exploits lazy FPU context switching.
When a context switch occurs, the FPU and SIMD
register sets are sometimes not switched until needed.
A fault may be generated on the first use of FPU and
SIMD instructions. If the processor transiently executes
some of the next instructions, they can leak information
from these register sets through the cache [13].

F. Meltdown

Meltdown, also called rogue data cache load [3] and
Spectre v3 [4], is a vulnerability that relates to out-of-
order execution. When this vulnerability is exploited,
it allows access to kernel memory from userspace by
exploiting both the out-of-order execution after a trap
instruction and the fact that on some CPUs, some
speculatively executed instructions can circumvent the
protection of memory [14].

1) Rogue System Register Read: Spectre v3a, also
called rogue system register read [3], involves leaking
system parameters through side-channel analysis [15].
This is done by speculatively loading a system register
and using the value in speculative instructions. Moreover,
this allows the attacker to read the values of system
registers by using a cache side-channel [16].

G. Foreshadow

Foreshadow is an attack that breaks the security of
the Intel SGX. To obtain one byte of information from
an SGX enclave using Foreshadow, an “oracle buffer” is
first allocated. For the attack to succeed, the confidential
data must be in the L1 cache. An attacker may be able
to accomplish this simply by executing the enclave. The
attacker also needs to revoke access permissions on the
enclave page. The secret pointer is then dereferenced
and used as an index into the oracle buffer. Finally, the
attacker times accesses to the oracle buffer to determine
which value is cached, leaking the transiently read byte.
The authors also discuss how an attacker in kernel mode
may achieve better results [17].

H. Foreshadow-NG

Foreshadow-NG, or L1 Terminal Fault, refers to
a class of vulnerabilities that includes two variants
in addition to the original Foreshadow vulnerability.
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Foreshadow-SGX refers to the original vulnerability de-
scribed in the previous section. Foreshadow-OS refers to
a vulnerability through which an unprivileged adversary
can exploit out-of-order instructions to read certain data
from the cache. Foreshadow-VMM refers to a vulnera-
bility through which a guest virtual machine can clear the
present bit in their page table and then read any memory
in the physical cache [18].

I. Fallout

Fallout is a vulnerability that targets the store buffer,
which contains values from recent stores and forwards
them to subsequent loads. The attack can be performed
by allocating a page and revoking the page’s access
permissions. The victim writes a value to their page, and
then the attacker attempts to read from their page at the
same offset. The read will fail since access permissions
were revoked. However, before retiring, the read will
transiently use the value recently written to the victim
page due to what the authors refer to as the WTF (Write
Transient Forwarding) optimization [19].

J. Rogue In-Flight Data Load (RIDL) and Store-to-Leak
forwarding

Fallout was developed concurrently to another related
attack called the RIDL attack [20]. While Fallout ex-
ploits the WTF optimization, the RIDL attack mainly
exploits the Line Fill Buffer, which the CPU uses to
store and optimize memory operations [20] [19].

Store-to-Leak forwarding is another related attack. As
opposed to Fallout, which exploits a false positive match
from the store buffer, store-to-leak forwarding exploits
true positives and true negatives [21]. The authors of [22]
consider this as microarchitectural data sampling attack
(MDSA).

K. Other Fallout-related Vulnerabilities

ZombieLoad is an attack that exploits the fact that
when load instructions fault, they may transiently deref-
erence destinations that are in the fill buffer by the same
logical CPU or a sibling one. The authors conclude that
disabling hyperthreading is the only way to mitigate
ZombieLoad on current hardware [23].

Other Fallout-related attacks are primarily based on
microarchitectural data sampling [24] and can be found
at mdsattacks.com. They allow an attacker to leak data
that is “in-flight” from internal buffers. Moreover, they
do not require that data are ever present in a CPU cache
[24] [19].

L. Branchscope

Branchscope is a vulnerability involving the direc-
tional branch predictor. When two processes run on the
same physical core, they may share a directional branch
predictor. The attack first involves causing predictions
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for both the victim and the attacker to use 1-level
branch predictors. Next, the attacker causes the victim
code to execute and can then guess the state of the
branch predictor by performing conditionals and testing
whether they cause mispredictions or correct predictions.
Although Branchscope does not involve speculation, it
is related to branch target injection since it also exploits
branch predictor collisions [25].

III. MITIGATION TECHNIQUES

There are many proposed mitigations for speculation
vulnerabilities. In this section, we will look at many
of these proposed mitigation techniques. Moreover, we
will discuss the underlying mechanisms behind these
techniques and the targeted vulnerabilities. See Figure
2 for a visual representation of the similarities between
the techniques.

A. Intel Recommendations

In January 2018, Intel released a white paper ex-
plaining some of the vulnerabilities and recommended
mitigations [26]. For Spectre v1, they recommend using
LFENCE instructions (Load FENCE) to prevent specu-
lation. The LFENCE instruction provides a performance-
efficient way of ensuring load ordering between routines
that produce weakly-ordered results and routines that
consume that data. For Spectre v2, they recommend two
techniques. One involves three new CPU capabilities:
Indirect Branch Restricted Speculation (IBRS), Single
Thread Indirect Branch Predictors (STIBP), and Indirect
Branch Predictor Barrier (IBPB). The second technique
uses retpolines, which we discuss later. For Meltdown,
they recommend a technique called KAISER presented
in [27] originally intended to prevent Kernel Address
Space Layout Randomization side-channel attacks. It
involves keeping privileged pages from being mapped
during the execution of user code, and it accomplishes
this using a “User” paging structure along with a separate
“Supervisor” paging structure [26].
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Another paper by Intel recommends process isolation
or LFENCEs to mitigate speculative store bypass. It also
offers to set Speculative Store Bypass Disable, which
prevents loads from executing speculatively until the
CPU determines the address of all prior stores [7].

B. Speculative Load Hardening

To mitigate Spectre v1, Carruth suggests speculative
load hardening, an approach that requires modifications
to compilers and operating systems [28]. This approach
has a significant performance impact compared to no
mitigation but performs better than using LFENCE in-
structions for every conditional. Speculative load hard-
ening involves “hardening” data with operations that
depend on the result of speculation. For example, a mask
may be applied to a loaded value. The value of the
mask depends on the condition that led to speculation.
Operating systems must be updated to protect certain
parts of memory.

Carruth discusses several of the implementation de-
tails and challenges to the mitigation, considering factors
such as processor-specific details and interaction with
unmitigated code. Benchmarks on Google’s microbench-
mark suite and a “large highly-tuned server built using
ThinLTO and PGO” ultimately showed that this miti-
gation approach was 1.77 times faster than LFENCE-
based mitigation, and for most large applications had an
overhead of no more than 30% [28].

C. Dependency-based Mitigation

Oleksenko et al. discuss and compare two types of
Spectre v1 mitigation: LFENCE-based mitigation and
dependency-based mitigation [29]. LFENCE-based mit-
igation, as discussed before, involves using LFENCE
instructions to prevent speculation. Dependency-based
mitigation involves creating data dependencies to protect
data without preventing safe instructions from being
executed, which reduces performance. In addition to
speculative load hardening, dependencies can be created
with LAHF instructions (Load AH from Flags) or on
arguments of the comparison. However, when dependen-
cies are created this way, the vulnerability is not entirely
mitigated because of potentially reordered instructions.

The authors compare LFENCE-based mitigation,
speculative load hardening, and mitigation with depen-
dencies on arguments in terms of performance using
benchmarks from the Phoenix benchmark suite [30].
LFENCE-based mitigation was consistently the slowest,
but whether speculative load hardening was faster or
slower than using dependencies on arguments varied
from program to program [29].

D. SpecFuzz

This approach, proposed by Oleksenko et al., suggests
a new technique they call speculation exposure, which

involves simulating speculation in software [1]. They
implement this technique in what they call SpecFuzz,
a tool to check for bounds check bypass vulnerabilities
(although they also consider how to mitigate other vul-
nerabilities). The basic idea is as follows: when a pro-
gram is compiled to be tested, before every conditional,
a checkpoint is inserted, followed by the conditional
inverted.

SpecFuzz relies on traditional input fuzzing along with
the speculation exposure described above. Using these
two techniques, SpecFuzz identifies which instructions
seem to be safe and whitelists them. Then, only the
remaining instructions need to be instrumented to protect
against vulnerabilities and improve performance without
compromising security significantly.

They also evaluated SpecFuzz in terms of perfor-
mance. Depending on the configuration, the proportion
of relevant branches that weren’t instrumented ranged
from 15% to 77%. Hardened libraries showed a per-
formance benefit when using this technique as opposed
to full hardening. The benefit varied depending on the
library and patching criteria, but they improved up to
234% with the JSMN library, a minimalistic JSON parser
in C. The authors also recognize the limitations of their
work, such as the complexity of nested simulation and
false negatives caused by insufficient input fuzzing [1].

E. SPECTECTOR

The following approach, proposed by Guarnieri et
al., involves a property referred to as speculative non-
interference (SNI) [31]. This is a property that the
authors define that describes security against speculative
attacks. According to the authors, it is “the first semantic
notion of security against speculative execution attacks”
[31]. Their work relies on using symbolic execution to
prove this property in compiled programs. They define
an assembly language that they call µASM, which they
use to analyze programs for SNI. To use the concept
of speculative non-interference, the authors created a
program called SPECTECTOR, which mainly detects
Spectre v1 vulnerabilities.

To determine how scalable SPECTECTOR is, they
tested it on the Xen hypervisor. They had to make
simplifications, and as a result, could not make any
security conclusions about Xen. Despite the caveats to
the test, the authors believe it is a meaningful test
of scalability. They found that checking for the SNI
property was not significantly more costly than finding
symbolic paths.

The authors recognize some weaknesses of SPEC-
TECTOR, such as inaccurate simulation of specific hard-
ware. The authors of SpecFuzz [1] mention that tools
such as SPECTECTOR use symbolic execution, which
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can offer better security guarantees than fuzzing but can
result in “combinatorial explosion” [1] [31].

F. Retpoline
Retpoline is a mitigation technique for Spectre variant

2. It is a software technique that may require microcode
updates on some processors in order to work properly.
Retpoline involves patching indirect branches so that the
processor branches to an infinite loop and stays there
during speculation, rather than potentially branching to
dangerous code. On some processors, the RSB (Return
Stack Buffer) may be emptied for various reasons. One
way to work around this is with “RSB stuffing” [8].

Although Retpoline uses LFENCE and PAUSE in-
structions, it can still attain reasonable performance.
An LFENCE instruction that executes speculatively may
not ever need to retire, resulting in a lesser impact
on performance than is often associated with LFENCE
instructions. Because Retpoline requires programs to be
recompiled to be mitigated, it may not be a suitable
solution in all situations. Future Intel processors that use
“enhanced IBRS” mitigation will not need Retpoline [8].
IBRS “restricts speculation of indirect branches” [26],
the cause of branch target injection [8].

G. Context-sensitive Fencing
Context-sensitive fencing (CSF), proposed by Taram

et al., is a mitigation that can defend against Spectre
variants 1, 1.1, 1.2, 2, and 5 [4]. It functions at the
microcode level. CSF involves instrumenting instruc-
tions with newly proposed fences, LSQ-LFENCE, LSQ-
MFENCE, and CFENCE, which are fence instructions
that, unlike LFENCE, are explicitly targeted at mitiga-
tion of speculation vulnerabilities and therefore do not
need to be as strict, resulting in improved performance.
These fences are inserted by a microcode engine with
context-sensitive decoding capabilities.

The authors also limit the number of instances in
which fencing is used for additional performance gains.
They accomplish this by only adding a fence for the
first instruction in a basic block. Another technique
they use to reduce the amount of fencing is Decoder-
Level Information Flow Tracking (DLIFT) [32] to track
potentially dangerous data so that only loads that involve
such data can be protected. Variants 2 and 5 are protected
against with model-specific range registers (MSRRs)
that mark protected portions of code. When such code
is entered, the branch predictor is reset, preventing an
attacker from having any influence.

The authors evaluate their mitigation on the SPEC
CPU2006 suite. Performance varied depending on the
techniques used and the program being tested but stayed
below twice the execution time of no mitigation. Gener-
ally, LFENCE performed the worst, followed by LSQ-
MFENCE, and then CFENCE [4].

H. SpecCFI

The following approach we will look at, proposed by
Koruyeh et al., is a hardware-level technique that uses
control flow integrity (CFI) to prevent certain speculation
attacks [2]. In their paper, the authors describe how it can
be used to prevent two particular speculation attacks:
Spectre-BTB (Spectre v2; Branch Target Buffer) and
Spectre-RSB (Spectre v5; Return Stack Buffer). They
argue that when combined with existing Spectre-PHT
(Spectre v1) mitigation techniques, they can close “all
known non-vendor-specific Spectre vulnerabilities” [2].

CFI requires that when executing a program, control
flow must agree with a pre-determined control flow
graph (CFG). Once the CFG has been constructed, labels
are created that restrict which control flow transfers are
allowed—control flow may only be transferred between
points with the same label. To make use of the labels,
the Instruction Set Architecture can be extended with two
modifications: extending jmp and call with CFI labels,
and adding a cfi_lbl instruction to label indirect
branch targets. Furthermore, the compiler must add these
labels to compiled code, but most compilers already
support this through CFI.

The authors study the security, performance, and
complexity of their proposal. They state that SpecCFI
can only mitigate Spectre-BTB and Spectre-RSB but
that SpecCFI and Spectre-PHT mitigations should be
combined to achieve certain security properties.

To test the performance of their proposal, the authors
used a simulator called MARSSx86. The benchmarks
they used were the SPEC2017 benchmarks (those which
they were able to compile). They measured performance
relative to no protection and compared this relative per-
formance to the relative performance of Retpoline-style
software fencing, and All Target Fencing, which involves
adding an LFENCE instruction at the target of every
indirect call, jump, or return. They found that while the
other two solutions impacted performance significantly,
SpecCFI did not.

Finally, the authors compared SpecCFI to nine
other mitigation techniques/categories: DAWG, Safe-
Spec/InvisiSpec, LFENCE, IBRS/IBPB/STIBP, specula-
tive load hardening/dependency-based mitigation, Retpo-
line, RSB stuffing, Context-sensitive fencing, and Con-
TExT. Looking at the level of mitigation for different
vulnerabilities, SpecCFI, when combined with Spectre-
PHT mitigation, was the only technique that fully miti-
gated all considered vulnerabilities [2].

I. ConTExT

ConTExT, proposed by Schwarz et al. [22], is a miti-
gation technique that prevents all Spectre attacks known
at the time of the paper, as well as microarchitectural
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data sampling attacks. It involves changes to applica-
tions, compilers, operating systems, and hardware. It
requires an indication of what data may be secret. The
compiler then marks such data as secret. Such memory
is marked as non-transient by the operating system and
cannot be accessed in transient execution. When non-
transient memory is loaded into a register, that register
is tainted, meaning it is marked as non-transient. Non-
transient data is also tracked through operations, and
registers can be untainted if their contents are replaced or
written to memory that is not non-transient. As a result,
confidential data can be kept track of as it propagates
through storage.

The authors evaluate the performance of ConTExT
through emulation with the Bochs emulator. They con-
clude that the overhead would be less than 1% for typical
workloads. They also implement ConTExT-light, which
roughly emulates ConTExT but can be implemented
in software. Although ConTExT-light does not have
the same security properties as ConTExT, the authors
use it to obtain a rough upper bound on the overhead
of ConTExT. Using this technique, they conclude an
overhead of 71.14% for security-critical applications and
observe that this overhead is lower than that produced
by combining recommended existing mitigations such
as serialization barriers, Spectre-BTB mitigations like
IBRS, and additional mitigations for other variants [22].

J. Side-channel Prevention

In contrast to inhibiting speculation, some techniques
have been proposed to prevent side-channels [2]. By
restricting the use of a side-channel, vulnerabilities can
be prevented since no information accessed during spec-
ulation can be leaked. We will briefly consider three
such techniques: SafeSpec [33], InvisiSpec [34], and
DAWG [35]. SafeSpec uses separate structures to store
information during speculation, and the information is
effectively removed if mis-speculation occurs [33]. With
InvisiSpec, speculative loads are stored in a speculative
buffer and do not affect the cache hierarchy [34]. DAWG
(Dynamically Allocated Way Guard) addresses cache
side-channels with a set-associative structure that in-
volves protection domains [35]. These techniques defend
against multiple speculation vulnerabilities. Furthermore,
they exhibit reasonable performance. However, mitiga-
tion using these kinds of techniques generally requires
hardware modifications [33] [34] [35].

IV. COMPARISON

Speculation vulnerabilities are a complex topic. They
arise from hardware speculation, which is when the CPU
makes predictions to pipeline instructions that depend on
each other. Speculation is important for achieving good
performance [2], so disabling it isn’t a practical option.
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There are no simple solutions that fix the vulnerabilities
completely, but there’s a wide variety of potential ways
to handle the problem, ranging from compilation patches
to hardware assistance, and each solution has its scope
of effectiveness. In this paper, the proposals we have
looked at all take a different approach and do not all
handle the same types of vulnerabilities. Therefore, none
of the solutions on its own provides mitigation that is
reasonable and sufficient for all situations.

See Table I for a comparison of mitigation techniques.
Figure 3 compares the targets/mechanisms of each vul-
nerability. Figure 4 shows which types of changes are
required for different mitigations.

The first technique we studied, speculative load hard-
ening [28], involved creating dependencies to completely
mitigate Spectre v1 (see Table I). Although this has a
significant performance impact, it allows for complete
mitigation while only relying on modification to existing
software. We also looked at how to use dependencies to
mitigate Spectre v1 [29]. Such software modifications
can have a significant performance impact. There are
ways to optimize software modifications; one example
is discussed next.
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Mitigation
Technique

Main Targeted
Variants

Security Expected Changes Required Practicality

Speculative Load
Hardening [28]

Spectre v1 Complete Applications/Compilers, operating sys-
tems

Decreased performance; programs must be
recompiled; mitigation is per application

Dependency-based
Mitigation [29]

Spectre v1 Depends Applications/Compilers at a minimum Decreased performance; recompila-
tion/patching necessary; mitigation is
per application

SpecFuzz [1] Spectre v1 Partial Applications Reasonable performance; reasonable mitiga-
tion time, but per application

SPECTECTOR [31] Spectre v1 Complete Applications Reasonable performance; mitigation may be
impractical on large projects; mitigation is
per application

Retpoline [8] Spectre v2 Complete Applications/Compilers, possibly mi-
crocode

Somewhat reasonable performance [8] [36]
[2]; mitigation may require microcode up-
dates; mitigation is per application

Context-sensitive
Fencing [4]

Spectre v1, v1.1,
v1.2, v2, v5

Complete Microcode Reasonable performance; mitigation requires
microcode changes

SpecCFI [2] Spectre v2, v5 Complete Hardware Reasonable performance; mitigation involves
hardware modification

ConTExT [22] All Spectre
variants, mi-
croarchitectural
data sampling
attacks

Complete Applications, compilers, operating sys-
tems, hardware

Mitigation involves hardware modifications,
and also requires indication of secret data

Side-channel Preven-
tion [33] [34] [35]

Potentially
Many Variants

Complete Hardware Mitigation likely involves hardware modifi-
cation

TABLE I
CHARACTERISTICS OF EACH MITIGATION

Note that this table does not consider potential improvements that could be made to the tools or techniques. Also note that according
to/implied by [2], Spectre-PHT (Spectre v1) defenses and mitigations like SpecCFI may be incomplete without each other; this table does not

take this into account.

SpecFuzz [1] used simulations to detect Spectre v1
vulnerabilities. It relied on existing memory safety tech-
niques and a new technique called speculation exposure.
Together, these techniques allow for the detection of vul-
nerabilities in software. The authors used this technique
to whitelist instructions that did not seem vulnerable in
a tool they created called SpecFuzz. One advantage to
this technique is that vulnerabilities are mitigated unless
tests suggest that they can’t be exploited, so this tech-
nique allows the developer to improve the performance
of a program while, for the most part, not negatively
impacting security (with respect to complete LFENCE
mitigation). However, false negatives are still possible.
Also, SpecFuzz only addresses Spectre v1 vulnerabil-
ities, although the authors indicate that the techniques
could be applied to other types of vulnerabilities.

In one paper we looked at, the authors defined security
from certain vulnerabilities formally [31]. They referred
to this property as speculative non-interference and im-
plemented the concept in a program called SPECTEC-
TOR, which can detect Spectre v1 vulnerabilities. One
advantage to this approach is that it relies on formal
proof of security rather than simulations that can be
misleading. However, although the program relies on
formal proof of security, the definition of security used
may not correspond perfectly to vulnerabilities on actual
hardware [31].

Retpoline is a mitigation technique for Spectre v2
[8]. While it is a software-based technique, it may
require microcode updates on certain processors. Again,
being a software technique, it only applies to software
that has incorporated Retpoline. However, as newer
processors are released and become standard, Retpoline
may become obsolete to techniques provided by newer
processors such as enhanced IBRS.

Context-sensitive fencing (CSF) [4] is a technique
that completely mitigates multiple variants of Spectre,
as listed in Table I. It works at the microcode level,
which could make mitigation challenging in some cases.
The idea behind CSF is to make use of custom fences
that are intended for Spectre mitigation and therefore
have better performance than LFENCE. It also involves
limiting the number of fences added. Because of the
improvements over complete LFENCE mitigation, CSF
maintains a reasonable performance overhead.

SpecCFI [2] involved hardware modifications. The pa-
per addressed multiple Spectre variants, namely Spectre-
BTB and Spectre-RSB. To prevent vulnerabilities, the
authors relied on CFI. While the techniques presented
in the paper do not provide sufficient mitigation on
their own, the authors believe that broad Spectre mit-
igation can be achieved by combining their techniques
with existing Spectre v1 mitigation techniques. A dis-
advantage to this approach is that it requires hardware
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Type of Situation Potential Mitigation Approaches
Isolated System Mitigation not necessary

Low-risk SpecFuzz, Retpoline, KAISER
High-risk LFENCEs, Speculative Load Hardening, SPECTECTOR, Retpoline, Enhanced IBRS,

Context-sensitive Fencing, SpecCFI, ConTExT, Side-channel Prevention

TABLE II
APPLICATIONS OF MITIGATION TECHNIQUES

modifications. However, the authors’ tests did not show
a significant performance impact. Because the authors
rely on CFI, an already existing technique, significant
modifications to compilers are likely unnecessary since
many can already add the labels necessary for CFI.

ConTExT [22] is the only technique presented here
that provides full mitigation against Spectre attacks on
its own by addressing speculation. However, mitigation
requires changes to applications, compilers, operating
systems, and software, and the technique requires that
confidential data be marked. As a result, ConTExT may
be impractical for many situations but could potentially
be used to provide full mitigation in high-risk situations
where implementation is reasonable.

One final technique we looked at involved addressing
side-channels rather than speculation [2] [33] [34] [35].
This approach can be very effective; this technique,
along with ConTExT, can be applied to many variants.
Unfortunately, implementing it will likely require hard-
ware modifications.

V. EVALUATION

There are several different approaches to handling
speculation vulnerabilities. Moreover, of course, this
paper is not exhaustive. With a large amount of research
available on the topic, there are many options to choose
from when it comes to patching existing software and
systems, ranging from no patching to patching compiled
software, hardware modifications, or a combination of
multiple approaches.

The best approach for a given situation will depend
on the security needs of the application. Next, we will
look at some examples of which types of situations might
benefit from which mitigation approaches we looked at.
However, it is important to note that security is a rapidly
evolving field. Any actual mitigation carried out should
be done in light of the most up-to-date research and
will also require careful consideration of the risks and
trade-offs of the situation. These examples show how
the proposals we looked at could potentially be useful
in real applications. They are summarized in Table II.

For local, isolated systems, no mitigation is necessary,
even if the system handles confidential data. This is
because an attacker will be unable to leak secrets through
a side-channel. A low-risk situation may involve only
non-confidential data or may present little opportunity
for side-channels. In such a scenario, mitigation can

focus on techniques that perform well, such as Spec-
Fuzz and Retpoline. KAISER could be used to mitigate
Meltdown. Full mitigation is likely unnecessary. Lastly,
a scenario that presents high-risk may need to use
mitigation techniques that provide complete protection.
Spectre v1 could be mitigated with LFENCEs, specu-
lative load hardening, or SPECTECTOR. Retpoline or
enhanced IBRS could be used to mitigate Spectre v2.
Context-sensitive fencing and SpecCFI could be used
for further protection. Alternatively, full mitigation could
be achieved with techniques such as ConTExT or side-
channel prevention.

Finally, it is worth mentioning that entities that are
not working directly with source code or compiled
applications may not need to concern themselves with
which mitigation approaches are being used. Keeping all
software, operating systems, and microcode up-to-date is
the best way to defend against vulnerabilities. However,
depending on the situation, it may still be important to
evaluate which vulnerabilities exist and whether they are
mitigated.

VI. CONCLUSION

Speculation is an important element in the perfor-
mance of modern CPUs. Unfortunately, it can result
in vulnerabilities. There are many types of these vul-
nerabilities, and mitigation has proven difficult. Here,
we looked at many proposed techniques and saw how
mitigations could take different approaches and have
their applications and limitations. We also recommended
a few possible mitigation approaches involving existing
techniques. As new research is developed, we can expect
mitigations to become even more practical, and even-
tually, the vulnerabilities may no longer be a security
concern to developers and organizations.
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